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Supplementary Results 

 
Quantitative Results of 3D Self-Aware Motion Planning 

 
Table S1: Touch 3D Sphere 

Method Distance (meter) 

Initial distance 0.1045 ± 0.0082 
Random trial 0.1413 ± 0.0108 
Visual self-model (ours) 𝟎. 𝟎𝟐𝟎𝟕 ± 𝟎. 𝟎𝟎𝟕𝟔 

 
Table S2: Touch 3D Sphere with End Effector 

Method Distance (meter) 

Initial distance 0.3624 ± 0.0163 
Random trial 0.3731 ± 0.0191 
End-effector prediction 0.2551 ± 0.0223 
Visual self-model (ours), 𝜆𝐸𝐸 = 1.0, 𝜆𝑆𝐷𝐹 = 0.0 0.0647 ± 0.0164 
Visual self-model (ours), 𝜆𝐸𝐸 = 0.9, 𝜆𝑆𝐷𝐹 = 0.1 0.0284 ± 0.0098 
Visual self-model (ours), 𝛌𝐄𝐄 = 𝟎. 𝟖, 𝛌𝐒𝐃𝐅 = 𝟎. 𝟐 𝟎. 𝟎𝟐𝟕𝟒 ± 𝟎. 𝟎𝟎𝟕𝟎 

Visual self-model (ours), 𝜆𝐸𝐸 = 0.5, 𝜆𝑆𝐷𝐹 = 0.5 0.0304 ± 0.0087 
Visual self-model (ours), 𝜆𝐸𝐸 = 0.2, 𝜆𝑆𝐷𝐹 = 0.8 0.0410 ± 0.0110 

 

 

Supplementary Methods 

 
Background on Computational Representation of Visual Self-Model 

 

In this supplementary document, we will first introduce the background of Signed Distance 
Functions (SDF) as a method to represent 3D shapes. We will then describe how we can train a 
neural network to represent the 3D shape with SDF representation as a continuous and generative 
model. Finally, we will describe our key design decisions to enable learning both the robot 
morphology and kinematics such that a consistent visual self-model can acquire generalizable robot 
body and kinematics representations for various future tasks. 
 
Signed Distance Function as 3D Shape Representation 

 

Signed Distance Function (SDF) has been commonly used to represent the geometry of 3D shapes. 
In our case, the object we would like to represent is the robot body. Specifically, SDF maps a given 
3D coordinate 𝑿 = (𝑥, 𝑦, 𝑧) to a signed value. The magnitude of this value reflects the closest 
distance from this 3D point to the surface of the robot body, and the sign of this value indicates 
whether the point is inside or outside the surface boundary. Here, a negative sign means the point 
is located inside the surface boundary and a positive sign means the point is located outside the 
surface boundary. Therefore, when SDF equals to zero, the given 3D point is on the surface of the 
robot body. In other words, the robot morphology can be represented as the zero-level iso-surface 
or zero-level set of the SDF. Mathematically, the function can be defined as follows: 
 

𝑆𝐷𝐹: ℝ3 ⟼ ℝ, 𝑿 → 𝑆𝐷𝐹(𝑿) 

 



The surface of the robot morphology is thus represented by the iso-surface $SDF(\cdot) = 0$. By 
querying the SDF values on 3D points within the region of interests, we can recover the 3D surface 
boundary of the robot body. We can further reconstruct the 3D mesh of the robot morphology with 
Marching Cubes algorithm, for example, to visualize the entire shape. Depending on the sampling 
resolution of the input coordinates 𝑿, we can also control the resolution of the reconstructed mesh. 
Therefore, if we choose to represent the coordinate values as continuous functions, the SDF also 
provides a continuous representation of the robot morphology. 
 
Differentiable SDF with Deep Neural Networks 

 

Once we have created the SDF representation of the target robot morphology, inspired by the recent 
work (15) of using neural networks to learn a differentiable function mapping from 3D coordinates 
to the SDF values, we can use a neural network to learn such mapping from pairs of data created as 
above. Formally, we aim to learn the parameters 𝜃 of a function 𝑓𝜃 such that 𝑓𝜃(𝑿) closely 
approximates 𝑆𝐷𝐹(𝑿). The network architecture is MLP layers following the previous work. To 
train the network end to end, there are mainly two methods. The first method is to perform 
regression with respect to the ground-truth SDF values. Such method can be trained with distance-
based loss function such as L1 loss (15). The second method is to treat the SDF prediction problem 
as an Eikonal boundary problem (16) to constrain the norm of the spatial gradients, the zero-level 
SDF values and the normals of the on-surface points, as well as SDF values of the off-surface 
points. One recent advancement (16) of such neural network design is to replace the ReLU 
activation functions between the MLP layers as periodic activation functions for finer details in the 
final predictions. We therefore utilize sine activation functions and follow the second method to 
train the network. In our experiments, with the same activation functions, the performances of both 
methods are similar. Overall, the learned SDF representation is a continuous generative model for 
3D objects. 
 
Query-Based Visual Self-Model of Full-Body Robot Morphologies 

 

We can only represent a single robot morphology by following the above steps. However, a visual 
self-model of the robot should represent the full-body morphology with kinematics awareness, 
since kinematic awareness conditioned on robot actions is central for leveraging the learned self-
model for various motion planning and control tasks. More importantly, we expect the visual self-
model to generalize strongly on unseen motor states of the robot beyond the training set. As 
discussed in our main texts, another critical consideration when constructing our visual self-model 
is to enable query-based inputs. Query-based inputs make it possible for us to query the pose-
conditioned body occupancy only around the 3D regions that we care about for the future tasks at 
hand. Based on these two considerations, implicit neural representations, such as the above 
differentiable SDF formulations, serve as great foundations for designing our final visual self-
model. We will now describe other major decisions to realize our visual self-model. 
 
First, we use two branches of neural networks to process the two query-based inputs: a spatial 
coordinate 𝑿 = (𝑥, 𝑦, 𝑧) and a set of motor angles 𝑨. Such two branches can process the two input 
components separately so that the spatial coordinate queries and the robot motor states can be 
processed independently before they are fused together for the final SDF value predictions. 
Following the functionalities of these two branches, we name the first branch as coordinate network 
𝐶 and the second branch as kinematic network 𝐾. This design decision allows the network to learn 
rich kinematic information in the kinematic branch without confusing with the information from 
the coordinate network branch, hence producing useful features for future motion planning and 
control tasks as shown in the Results section. After concatenating the features from the coordinate 



network and the kinematic network, we send the final feature vector to another few layers of MLPs 
𝐹 to predict the corresponding SDF values. We discussed the final loss function to train our network 
in the Materials and Methods section. The formulation of our final network can be expressed as 
 

𝐹 ∘ (𝐾, 𝐶) ∶ (ℝ3, ℝ𝑁) ⟼ ℝ, (𝑿, 𝑨) ⟼ 𝐹(𝐶(𝑿), 𝐾(𝑨)) 

 
where 𝑁 is the dimension of the motor state vector. 
 
By formulating the query-based visual self-model with the above implicit neural representations, 
the learned model can generalize on unseen motor angles to infer the full-body robot morphologies. 
As thoroughly described in the 3D Self-Aware Motion Planning and Damage Identification and 
Recovery sections, we can further design gradient-based optimization algorithms on top of our 
acquired visual self-model for fast motion planning and control as well as damage assessment tasks. 
 
Supplementary Movies 
 

Movie S1. Data collection. 
Movie S2. Visualizations of self-model learning progress. 
Movie S3. Self-model prediction from simulation setup. 
Movie S4. Self-model prediction from real-world setup. 
Movie S5. Joint interpolation from simulation setup. 
Movie S6. Use self-model for motion planning and control. 
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