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[music]

0:00:05.5 Sarah Crespi: This is the Science Podcast for October 21st, 2022. I'm Sarah Crespi. 
Each week we talk with journalists and scientists about the most interesting news and research from
Science and the sister journals. 

First up this week, we talk about tough snakes. Staff writer, Liz Pennisi, discusses some snakes that 
have adapted to the harsh conditions of the Tibetan plateau. After that, we hear about a paper on 
moving more computing power to the edges of the internet. Producer Meagan Cantwell talks with 
researcher Alexander Sludds, about a faster, more energy-efficient approach to give edge devices 
like low power smart sensors or tiny aerial drones, to give these small devices the computing power 
of far larger machines. 

[end music]

Now we have Liz Pennisi, she's a staff writer for Science. She wrote this week about snakes that 
have adapted to super harsh conditions on the Tibetan plateau. Hi, Liz!

0:01:10.5 Liz Pennisi: Hi, how are you?

0:01:11.6 SC: I'm good. I'm in my happy place talking about snakes here today. So the snake, 
Thermophis baileyi. I'm not sure if I'm saying that right, but I am using the scientific name here 
because the common name is a bit of a give away about their lifestyle. What is life like for a snake 
trying to survive in such an inhospitable place, thousands of meters up in really cold conditions for 
a snake?

0:01:36.8 LP: They live by hot springs so that it's a little bit warmer than the typical cold weather 
on the Tibetan plateau. Their daily life is pretty limited. They wait until the warmest part of the day 
to be active. So, what they do in the warm part of the day is they go out and they hunt frogs and fish
in the rivers draining from the hot stream, so the water is, can be pretty warm.

0:02:01.4 SC: That's the common name here, it's the...

0:02:03.9 LP: Tibetan hot-spring snake.

0:02:05.6 SC: Yeah, so that's... It kind of gives away their special mode of survival. And that hot 
spring hanging out behavior has been observed before for however long, but now researchers have 
taken a look at how these snake's genes relate to living in such an inhospitable place, and there's a 
lot, there's a lot to learn. Let's start with this behavior of being close to hot springs. Some snakes 
have sensors on their faces that detect infrared or heat signatures. Is that what these snakes do? Are 
they kind of hot spring seeking snakes?

0:02:38.2 LP: They are hot spring seeking snakes. So the researchers did an analysis of the 
genomes of this hot-spring snake and some other snakes like rattlesnakes and pythons that search 
out prey by sensing the heat of the prey, of a mouse, for example, its body temperature is warmer 
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than the surrounding air. And these heat sensing snakes, basically tell where their prey is in the dark
by sensing that warmness. Now, it turns out that the genomes of both kinds of snakes, both the hot 
spring snakes and heat sensing snakes have mutations in the same gene, but they are different 
mutations. The gene is for what's called an ion channel, which is a pore through a cell membrane 
that opens up and lets in charged particles, and what that does is it sets off a cascade of signals, so 
when the snake senses heat, for example, the ion channel opens and it relays to the nerve, "Okay, 
here's where the prey is," or "Here's where the warm water is."

0:03:49.9 SC: Is there anything different about the hot-spring snakes?

0:03:53.0 LP: It turns out that the mutations in the hot-spring snakes are different than the 
mutations in the other snakes. In the other snakes, those mutations make them exquisitely sensitive 
to temperature. So, their ion channel is triggered at a cooler temperature, so they're easily able to 
find a prey. In the hot-spring snakes, they're not more sensitive to lower temperatures but instead 
when they do sense a warmth, they react very quickly.

0:04:26.5 SC: Is it possible that a hot-spring can be too hot for a snake it doesn't wanna look for 
prey in this body of water?

0:04:34.7 LP: Yes, that's always a danger that when looking for prey they could be going into 
water that's a little too hot for them. Some people think that their sensor evolve, so that they can 
easily tell when they're approaching danger.

0:04:49.9 SC: Oh, it's actually like a range instead of just, "Oh, this looks like a temperature above 
what my body temperature is, I'm gonna go to that." It's much more like safety zone.

0:05:00.9 LP: Right.

0:05:02.4 SC: What about high elevation adaptation? This is something that we've seen in different 
animals, even people, and we're also talking about incredibly high elevations here, sometimes 4500 
meters. Do these snakes also have genetic changes that seem to be linked with surviving these 
elevations?

0:05:18.3 LP: They have many genetic changes that are linked to surviving at high altitudes. And 
again, some of these genetic changes are in genes that are changed in people who live high-up, an 
yaks, an birds and other animals that tend to live in these very high environments where it can be 
very cold, the sun can be very intense, and the oxygen can be lower than normal.

0:05:46.0 SC: How do they deal with the oxygen levels?

0:05:48.4 LP: They have mutations in genes that can help them, make their heart beat more 
powerfully or make their blood cells work more efficiently, things like that.

0:06:00.2 SC: Sunlight as well is something they have to worry about because basically they're less
protected by the atmosphere, the sun is more direct up there.
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0:06:07.2 LP: So, one of the things that sunlight does is it can damage your DNA. These snakes 
have particularly adept ways of repairing that DNA.

0:06:18.8 SC: So we're talking about a lot of adaptations here across a wide range of physiology.

0:06:25.0 LP: They adapt to the cold by having these special ion channel genes. They adapt to low 
oxygen by having genes that basically help make their circulatory system more efficient, and they 
adapt to the sunlight by having these DNA repair genes. So those are three major adaptations.

0:06:46.1 SC: Despite all these super cool adaptations that we've just talked about, I think my 
favorite part of the story is actually how the history of the land and its climate is found in these 
snake's genes. Can you talk a bit about that?

0:07:00.9 LP: So one of the things these researchers did is survey the genomics of snakes across 
the 500 km range. By doing that, they could tell what kinds of differences there were between 
snakes in different parts of the range, and from those differences could surmise how history has 
affected them. So what they find is that there are three basic groups of Tibetan hot-spring snakes: 
Eastern, a Western, and a Central portion. And from the genetic data they could tell that the 
Western group was established a half-a-million years ago, probably during an ice age that was 
happening then, and that the Eastern and Central groups split off from the Western groups much, 
much later in time, say about 300,000 years ago. Again, when there was an ice age. What happens 
during the ice age is the land around the hot-spring snakes becomes covered with ice, and so the 
snakes can't move from hot spring to hot spring, and so they get isolated and isolated long enough 
that they start developing genetic differences.

0:08:12.3 SC: And those are seen in today's snakes. Very cool. All right, Liz, what about now? 
Climate is changing, are these snakes in trouble?

0:08:20.7 LP: So they're not in trouble so much because of the changing climate, at least not yet. 
The current threat is people. More and more people are visiting these hot springs for health reasons 
to use them as spas.

0:08:35.6 SC: So they don't wanna snake in their spa. [laughter]

0:08:37.6 LP: Yeah, I guess they don't want them in their spa. And there's also road construction 
for different kinds of development, including geothermal energy. And so, the researchers have 
found some hot springs where the snake's dens, where they hibernate during the really rough part of
the winter, have been destroyed, and also the young snakes like to hang out in wetland areas near 
the springs, and those are also being destroyed.

0:09:08.5 SC: Are there any efforts to protect these snakes?

0:09:11.5 LP: Yeah, there's plans next spring for one group of researchers to build a snake 
conservation zone, and they're gonna build fences to keep people out of say the den areas. They're 

10/20/22 Page 4 of 9



SciencePodcast_221021

gonna construct artificial dens, and they're gonna monitor the snakes to see how they do.

0:09:29.9 SC: Okay. Thank you so much, Liz.

0:09:31.1 LP: Thank you.

0:09:32.3 SC: Liz Pennisi is a staff writer for Science. You can find a link to the article we 
discussed at science.org/podcast. Stay tuned for a chat with producer, Meagan Cantwell and 
researcher Alexander Sludds about delivering high power computing to low power devices like cell 
phones.

0:09:51.4 Meagan Cantwell: Machine learning teaches computers how to learn from experience 
instead of explicitly programming them, and that requires lots of processing power and memory. 
Advanced machine learning can't be run on devices with lower power and memory. These are 
things like smartphones or drones. This week in Science, Alex Sludds and colleagues discuss a 
solution they came up with to run more advanced models on low power devices. Thank you so 
much for joining me, Alex.

0:10:17.3 Alexander Sludds: Hey, it's good to be here, Meagan.

0:10:18.7 MC: Currently, edge devices, these are devices that connect two networks together, like a
VR headset, aren't very good at super processing heavy tasks, especially complex learning models. 
Why exactly is this so difficult to achieve on these types of devices?

0:10:38.1 AS: The way we build computers today is we make use of principles starting back from 
the 1940s or 1950s, where we use what's called a von Neumann architecture. Memory, like the 
DRAM that's inside your computer today, is physically separated from where the compute actually 
happens, such as your CPU. Because of that, because we keep them separated, there's this big 
interconnect bottleneck where we have all this big highway of data we need to get back and forth 
between the two, and that really limits the energy efficiency of these systems, as well as the 
bandwidth we can operate them at.

0:11:09.3 MC: The learning model that this paper focuses on bringing to these edge devices is 
known as a deep neural network. How exactly do we use deep neural networks in our every day 
life?

0:11:19.2 AS: Yeah, so deep neural networks really are becoming quite ubiquitous in our daily 
lives. So, if I go to Google and you type in a search query on Google right now, such as "What is 
the height of Mount Everest?" that actually gets run through a deep neural network on Google's end 
that they call PageRank. Also, examples like voice assistants, Siri and Alexa, really are in 
everyone's pockets these days. You're kind of seeing on all of these devices that neural networks are
getting closer and closer to the people.

0:11:46.6 MC: The deep neural network is not actually... That computing is not taking place on our
phone. That data is being sent off to be processed and then we're getting the results back. How is it 

10/20/22 Page 5 of 9



SciencePodcast_221021

made possible? What is usually the way that we're receiving this kind of information since it's not 
being processed on our physical phone?

0:12:02.6 AS: In modern context today, when we on our phones can't run these neural networks, we
make queries to servers, like big beefy computers that do run the neural networks for us. These are 
located in data centers, many tens or hundreds of kilometers away from where we are today. We 
call it the cloud. So, when I ask Siri what the height of Mount Everest is, Siri sends a query off, 
which goes to a computer very far away, so it takes a long time to get there. There's a lot of latency 
associated with going through those big computers in the data center. You're put in a queue and 
then the result is sent back. And that's why when you ask these questions to your voice assistant, it 
takes many seconds to actually get an answer back.

0:12:41.0 MC: When you're going on Google and searching something, it seems pretty fast, right? 
You get an answer pretty quickly, but in what cases is our current structure for doing this sort of 
more complex modeling, kind of a hindrance, what do we need improvements for?

0:12:55.6 AS: Well, let's consider one example, which might be self-driving cars. In a self-driving 
car today we have a camera which is looking at the scene around you, and it's trying to look for 
things like pedestrians, other cars, kind of figure... It's trying to make sense of the world around it. 
And it does inference on those in real time such as asking, what is this object I'm looking at? And so
it needs to think on the millisecond timescale. Now, modern self-driving cars, if I look at a Tesla for
example, they have these very, very large computers that they integrate inside of them. The Tesla 
AI chip that they presented in 2019 consumes about 400 watts and there's a couple of copies of that 
inside the car. Those are very good at doing machine learning, but also they really drain the battery 
life of the car, so your range is limited. Ideally, what you'd be able to do is be able to offload that 
computation from the car itself, do it somewhere where there's a lot more access to power, but still 
keep the physical latency as low as possible. However, if you try to offload all of that processing to 
a data center, the latency would be so high, you'd hit every object in your field of view.

0:13:58.2 MC: Yeah, definitely not ideal, which is why your team came up with a different 
approach to process this kind of data on edge devices. Can you explain exactly how the system that 
your team devised, Netcast works?

0:14:10.0 AS: Sure. We had a couple of insights here to enable a machine learning computer on 
edge devices, like a drone or a car or a smartphone, that can be made in realistic technology today 
1000 times faster and 1000 times more power efficient than what you could do with just digital 
electronics. And so the first observation we made is that because of this von Neumann bottleneck, 
weight data movement is a big problem. And so what if we can take all the heavy lifting of 
accessing weights and moving them around and put it somewhere else where it has access to more 
abundant power. And so we call that a smart transceiver. A device which can access the weights 
and we're gonna encode them on to optical signals, which we'll then deploy to the client device 
using either fiber or a free space.

0:14:51.7 MC: So currently, when an edge device wants to run a deep neural network, it's just 
offloading that really computationally intensive task to a server in the cloud, but it sounds like 
Netcast is different in that the devices aren't computing by offloading, but instead they're using this 
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smart transceiver to ship the data into the device.

0:15:14.0 AS: Yeah, that's right. Then once the weights get to the client device, we need a way of 
encoding the image we measured, for example, or the voice query onto the received signal. And so 
we make use of a single optical component, it's just a pipe that we can squeeze to change the 
amount of light that gets through. If we squeeze it by an amount one, all of the light gets through, 
we encode the value one. And if we squeeze it by the amount zero, none of the light gets through. 
We can fully attenuate all the light. And by squeezing it by different amounts, we can take the pixel 
value for each pixel on the image, step through them and we can squeeze it by the amount of the 
pixel, and that allows us to do multiplication of the incoming optical information and the input 
value. Our final innovation here is we're making use of what's called a time integrating receiver.

0:16:00.5 AS: These are custom detectors. They're kind of like a camera, almost, how a camera 
pixel works. But the point is that they're very slow. When you look at how these machine learning 
models work, the thing they're doing is they're doing linear algebra, which involves taking a vector 
and a matrix and multiplying them. And they have a common dimension there, which we have to 
sum over. So you do many multiplications and you add them together. By doing integration, 
summing of the vector and the matrix, we can actually lower our electronic speeds on that client 
device by a factor of thousand, and that gives us a huge improvement in performance without 
sacrificing on how fast we can do the compute, which is gigahertz speeds.

0:16:37.7 MC: You were able to test this technology on MIT's campus, kind of as a little test 
scenario. How exactly did that go? What did you learn from actually using this method in real life?

0:16:48.3 AS: We did two different types of demonstrations. We did a local benchmark where 
there's only a couple of meters of fiber between the transmitter and receiver, just a sanity check that 
our proposal works, but then when we knew that the technology worked like we thought it did, we 
actually decided we do a Boston area field trial. And so we have 86 km of fiber between our lab at 
MIT, and MIT Lincoln Laboratories, which is up in Lexington, Massachusetts. And so we can send 
our optical signals through that fiber that snakes throughout the Boston area, and when it arrives on 
the other side at the client device, we could do image classification and really accurate image 
classification too. It's like 99% accurate.

0:17:26.2 MC: How exactly would this approach work for devices that can't be tethered like 
smartphones or drones or satellites?

0:17:34.1 AS: There's a lot of incumbent technologies that can really enable this on stationary 
devices. So, if I have a camera that's set up on a street pole, you can easily run fiber up to this, and 
that's relatively cheap to do. However, there's a lot of devices like your smartphone where I don't 
wanna fiber attach to this as I walk around all day. That's not very realistic. So there some emerging
technologies such as a Li-Fi, where we can co-integrate free space optical deployment of data in 
rooms or in cities to those devices and that can enable this technology.

0:18:03.4 MC: We talked about self-driving cars, but is there a specific scenario that you envision 
it's being used for, that you're really excited about?
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0:18:10.6 AS: So I think battery starved environments are a very interesting scenario. So, you 
mentioned drones at the start of this interview, where a drone is a really battery starved system, 
where we wanna keep the flight time as high as possible to enable applications and surveying or 
enable viewing and etcetera. We really can't integrate things like an NVIDIA GPU onto a drone. 
The GPU would consume more power than the motors do, but free space optics would enable us to 
deploy the model to the drone, so it doesn't need this really power-hungry computer. We could have
something that consumes a milliwatt of power, like an LED blinking kind of power consumption. 
Beyond that, there's more exotic ideas that I think are promising and might be worth looking into. 
So, satellites that orbit planets like the moon, for example, do a lot of image classification, they take
a lot of data.

0:19:01.3 AS: And NASA for a long time has been looking at how do we increase our uplink speed
and downlink speed to satellites orbiting the moon, so that we can get the images back. 
Traditionally, this is done using radio signals, and so the bandwidth's quite limited, and that's has 
been moving towards optics for quite some time now, they've had a lot of demonstrations of free 
space optics going up to satellites. It would be cool if we could deploy machine learning models to 
the satellites, that they don't have to run natively 'cause they are power starved, to figure out are 
these images worth sending back. And so in that way, the satellite could do compute locally without
having to consume so much power, and then we could make use, better use of that bandwidth that 
the satellite has to send images back.

0:19:39.9 MC: Thank you so much for walking me through this.

0:19:42.2 AS: Well, thank you, Meagan.

0:19:43.4 MC: Alex Sludds is a graduate student at the Massachusetts Institute of Technology. You
can find a link to his paper at science.org/podcast.

[music]

0:19:55.4 SC: And that concludes this edition of the Science Podcast. If you have any comments or
suggestions, write to us at sciencepodcast@aaas.org. You can listen to the show on the Science site 
at science.org/podcast or search for "Science Magazine" on any podcasting app. This show was 
edited and produced by Sarah Crespi with production help from Podigy, Kevin McLean, and 
Meagan Cantwell. Jeffrey Cook composed the music. On behalf of Science and its publisher 
AAAS, thanks for joining us.
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